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Abstract
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elliptical t distribution is proposed. While the likelihood is tractable, for high dimensions
it will be impractical to use for estimation. To address this, a fast, two-step estimation
procedure is developed, based on a saddlepoint approximation to the noncentral Student’s
t distribution. The model is extended to support a CCC-(I)GARCH structure and demon-
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1 Introduction

To accommodate the empirical observation that, for many multivariate data sets, particularly

the returns of a set of (say, daily) financial assets, the marginals exhibit different tail behavior,

one might consider fitting a t copula with Student’s t marginals with possibly differing degrees

of freedom, sometimes referred to as a meta-elliptical or meta-t distribution. As noted by

several authors such as Embrechts et al. (2002), the t copula has the significant advantage

over a Gaussian copula for financial data because it allows for dependence of extreme values.

Estimation of the model can be conducted by maximizing the likelihood of all the model

parameters jointly, though already for low dimensions, let alone realistic ones, this becomes

numerically infeasible. Two-step procedures naturally suggest themselves, in which first, the

parameters of the marginal distributions are estimated and then, conditional on these, the

parameters of the copula are estimated. This is, out of necessity, the primary method of

estimation in the copula literature. See, e.g., Demarta and McNeil (2005), McNeil et al. (2005),

Liu and Luger (2009), Fantazzini (2010), Hafner and Reznikova (2010), and the references

therein for further details on the efficiency and asymptotic behavior of such procedures.

It is common to use pairwise sample estimates of Kendall’s tau concordance measure ρτ to

build up a Kendall’s tau matrix, from which, using the well-known relationship ρτ (Xi, Xj) =

(2/π) arcsin ρ(Xi, Xj), where ρ(Xi, Xj) is the correlation between random variables Xi and Xj ,

the dispersion matrix in the t-copula can be determined. As emphasized in McNeil et al. (2005,

p. 98, 231, 236), the resulting matrix may not be positive definite, and the eigenvalue method

of Rousseeuw and Molenberghs (1993) could be used to remedy this. Moreover, as McNeil et al.

(2005, p. 230) mention, its calculation is time-consuming for large samples, and it needs to be

done for each pair of data. Thus, for large portfolios, not only will the method be slow, but

the probability of non-positive definiteness will be very high, necessitating further estimation

time for its correction and also introducing bias.

For the meta-t distribution with finite second moments for all marginals, its matrix pa-

rameter R (see below) is the correlation matrix, and so we advocate just using the sample

correlation matrix to estimate it. This has the advantage that it is essentially instantaneously

computed, positive definite, and, if desired, shrinkage could be applied without virtually any

additional computational burden to decrease the mean squared error of the estimate, as is

done below. While it is known that, for a non-Gaussian bivariate elliptical distribution such

as the multivariate Student’s t, the correlation parameter is more accurately estimated via the

Kendall’s tau transform estimator than via the sample correlation (see, e.g., McNeil et al.,

2005, p. 98 for simulation results based on a sample of size 90), we show below that, for even

the smallest sample size common in modeling asset returns, namely T = 250, and use of values

for the degrees of freedom parameter typical for financial data, there is only a relatively small

loss of efficiency when using the sample correlation compared with arguably the best possible

estimator, the maximum likelihood estimator (MLE).

Another issue we address is the well-documented asymmetry in the distribution of asset

returns, and its relevance for risk prediction and asset allocation (see, e.g., Harvey and Siddique,

2000, Patton, 2004, Kuester et al., 2006, and the references therein). To this end, we recommend

use of the noncentral Student’s t distribution for the individual assets, as first advocated by
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Harvey and Siddique (1999) and used subsequently by others for modeling financial asset

returns, e.g., Tsionas (2002) and Broda and Paolella (2007), and less common applications,

such as modeling real-estate values (Coleman and Mansour, 2005). As the MLE is used for

point estimation, it will be numerically costly with the noncentral t distribution, a drawback

explicitly mentioned in Premaratne and Bera (2000, p. 6), who address it by using the Pearson

type IV distribution as an approximation to it. However, we demonstrate that use of a second-

order saddlepoint approximation of the noncentral t probability density function (pdf) results

in no loss of accuracy, yet it is given as a simple closed-form expression, so that estimation is

nearly as fast as using the usual Student’s t distribution.

The remainder of this paper is as follows. Section 2 uses the 30 daily stock returns com-

posing the Dow Jones Industrial Index, hereafter DJ-30, to concretely demonstrate the need

for marginals with different degrees of freedom and longer left tails. Section 3 presents the

meta-elliptical distribution and the asymmetric extension. Section 4 first presents the two-step

estimation procedure and demonstrates that it is virtually as efficient (but thousands of times

faster) than joint maximum likelihood of all the model parameters; and second, introduces the

conditional heteroskedasticity extension as a CCC-GARCH model. Section 5 demonstrates the

model within the paradigm of out-of-sample density forecasting with the DJ-30 components,

and illustrates a methodology for incorporating shrinkage and weighted likelihood. Section 6

concludes and provides ideas for future research. A short appendix illustrates with real data

that numerous multiple maxima of the likelihood of a GARCH model exist, and proposes a

reliable and efficient method for obtaining (with very high probability) the global maximum

using conventional optimization methods.

2 Comparison of Estimated Stock Return Tail Indices

We will use as our demonstration data set the 1,945 daily returns on each of the 30 stocks

composing the Dow Jones Industrial Index from June 13th, 2001, to March 11th, 2009 (hereafter

DJ-30). The returns for each asset are computed in the usual way; as continuously compounded

percentage returns, given by ri,t = 100 log(pi,t/pi,t−1), where pt is the price of a share at time

t. Working first with the unconditional distribution of the data, we fit to each of the d = 30

stock return series a location-scale noncentral Student’s t distribution, denoted t′(k, θ, µ, σ) for
degrees of freedom k ∈ R>0, noncentrality parameter θ, location µ and scale σ > 0.

The top left panel of Figure 1 shows the sorted values of k̂i, i = 1, . . . , 30, along with approx-

imate 95% confidence intervals computed via the nonparametric bootstrap, with B = 1, 000

replications.1 Of interest is if the ki can be deemed equal, as required for the multivariate

Student’s t distribution given in (2) below. This appears blatantly untenable and requires no

formal testing procedures. The three stocks with the lowest values of k̂ are Bank of America,

Citigroup, and JPMorgan Chase; these being unsurprisingly from the banking sector, which

suffered the most during the liquidity shortfall crisis starting in 2007. These three, and particu-

1 Not shown is the same plot but having used the more easily obtained, but almost certainly less accurate,
confidence intervals as a by-product from the Hessian-based quasi-Newton optimization method and the
asymptotic normality of the m.l.e.. They are all shorter than their bootstrap counterparts, thus exaggerating
the differences among the ki, and are, of course, symmetric.
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larly the first two, exhibit point and interval estimates of k blatantly below 2.0, thus providing

some evidence that second moments do not exist for the unconditional distribution of these

asset returns. The two stocks with the largest values of k̂ are McDonald’s and Wal-Mart Stores,

and the stocks associated with the seven largest values of k̂ are such that the lower bounds of

their individual 95% confidence intervals exceed 3.0.

Now turning to the asymmetry, the bottom left panel of Figure 1 shows the values of the

estimated noncentrality parameters θ1, . . . , θ30, and their associated nonparametric bootstrap

intervals. The ordering of the 30 values corresponds to that of the plot above it, enabling

a vertical comparison. While most point estimates are negative, many are rather close to

zero, and only three of the stocks have asymmetry parameters whose 95% confidence intervals

do not include zero, suggesting that asymmetry is not so pronounced in the unconditional

returns. This changes somewhat when we consider the conditional distribution after adjusting

for conditional heteroskedasticity, discussed next.
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Figure 1: Top Left: The sorted values of k̂ for the 30 series, along with approximate 95% confidence intervals
obtained by the (single, nonparametric) bootstrap.

Top Right: The sorted values of k̂ for the 30 series, but allowing for a time-varying scale parameter via a
t′-GARCH model, along with approximate 95% confidence intervals obtained by the nonparametric bootstrap,
conducted as follows: (i) drawing with replacement from the filtered innovations of the fitted t′-GARCH model,
(ii) generating a T -length t′-GARCH time series based on those drawn innovations and the estimated t′-GARCH
model parameters for the actual data, and (iii) estimating the t′-GARCH model with the bootstrap series.
Bottom: The same as the top panels, but for the noncentrality parameter θ, except that the ordering is the
same as in the top, thus allowing a vertical comparison. For example, the return series with the largest value of

k̂ when using the t′-GARCH filter (Chevron) also has the largest (in magnitude) asymmetry parameter.
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Figure 2: Top: Left and right panels show the percentage returns on Bank of America and Wal-Mart, respec-
tively, these being the two series with the lowest and highest estimated degrees of freedom parameters.
Bottom: Their t′-GARCH residuals (the one for Bank of America being truncated at the bottom).

The two return series with the most discrepant estimated values of k̂, namely Bank of

America and Wal-Mart Stores, are plotted in the top panels of Figure 2. The well-known

stylized fact of strong volatility clustering is quite apparent, and will be a significant, if not the

primary, factor in the fat-tailed nature of the unconditional returns. As such, we also examine

the estimated values of parameters k and θ resulting from application of a t′-GARCH filter to

the data, given as follows. Denoting the return at time t as rt, we take rt − µ = εt, where

εt = Ztσt; Zt ∼ t′(k, θ, 0, 1); and scale parameter σt is given by σt = c0+c1 |εt−1|+d1σt−1. This

differs from the standard Engle/Bollerslev GARCH formulation by using a fixed exponent value

of one (instead of two), as anyway advocated by Taylor (1986) and Nelson and Foster (1994),

and is relevant in our context because we only assume existence of first absolute moments of

the innovations. Starting the GARCH recursion requires use of the unconditional expectation

of |Z1|, which, for X ∼ t′(k, θ, 0, 1), is given by

E [|X|m] = km/2 Γ ((k −m)/2) Γ ((1 +m) /2)

Γ (k/2)
√
π

1F1

(
−m

2
,
1

2
;
θ2

2

)
(1)

for m = 1 and k > 1. For k = 4 and θ = 0, E [|X|] = 1, so that, as these are typical parameter

values for many financial return series, we can, without any substantial loss of accuracy, just

use the value of one.

The right panels of Figure 1 parallel the left ones, but show the values of k̂ and θ̂ associated
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with the fitted t′-GARCH model. Unsurprisingly, the values of k̂ are much higher, and their

associated confidence intervals are much wider, though the claim that the ki are equal, even

after removing the extreme values (Merck & Co., with k̂ = 3.9; and Chevron Corp., with

k̂ = 11.9) is still untenable. Interestingly, the case for asymmetry in the innovations becomes

stronger, with nine confidence intervals of the θi not containing zero, and most of the rest

just barely contain it. While these classic tools of statistical inference are useful for assessing if

asymmetry is relevant in the asset returns, its impact will be examined below in Section 5 in the

arguably far more important context of what benefit is obtained via its incorporation for out-

of-sample density forecasts. Briefly, over most of the time period under study, incorporating an

asymmetry term leads to worse density forecasts, though for the last 90 days (from November

5th, 2008 to March 11th, 2009), there is a very large and virtually monotone improvement in

density forecast quality (see Figure 13 below). Thus, in light of Figure 2, it appears that in

periods of relatively high market turbulence, asymmetry plays an important role, precisely as

the leverage effect predicts.

Finally, the ordering of the series with respect to the magnitude of k̂ when using the

conditional model substantially changes. The bottom panels of Figure 2 show the GARCH

residuals of the fitted t′-GARCH model for the two previous series of interest, Bank of America

and Wal-Mart. The respective values of k̂ are now 5.4 and 7.0. It is noteworthy that there

is no noticeable difference whatsoever in the behavior of the residuals at the onset of the

crisis, particularly for Bank of America, illustrating that, perhaps counterintuitively, though

noted elsewhere in the literature, e.g., Mittnik and Paolella (2000, Fig. 2), there is no need for

incorporating a structural break even when using a simple GARCH(1,1) model with fat-tailed

innovations.

3 The Meta-Elliptical Distribution

3.1 Symmetric Marginals

Let µ be a d × 1 real vector and Σ a d × d positive definite matrix with (ij)th element σij ,

denoted σ2
i if i = j. Then, for k ∈ R>0, we write T ∼ Tk (µ,Σ) to indicate that T follows the

d-dimensional multivariate Student’s t distribution with pdf

fT (x; k,µ,Σ) =
Γ {(k + d) /2}

Γ (k/2) (πk)d/2 |Σ|1/2
[
1 +

1

k
(x− µ)′Σ−1 (x− µ)

]−(k+d)/2

, (2)

for x ∈ Rd, E[T] = µ and

V(T) =
k

k − 2
Σ ; (3)

see, e.g., Kotz and Nadarajah (2004). The pdf of the meta-elliptical t distribution, as discussed

in Fang et al. (2002) (with corrigendum Fang et al., 2005) is given by2

fX(x;k,R) = ψ
(
Φ−1
k0

(Φk1(x1)), . . . ,Φ
−1
k0

(Φkd(xd));R, k0
) d∏

i=1

φki(xi), (4)

2 There is a minor typographical error in the pdf as given in Fang et al. (2002, Eq. 4.1) which is not mentioned
in the corrigendum Fang et al. (2005), but which is fixed in the pdf as given in the textbook presentation of
Kotz and Nadarajah (2004, Eq. 5.16), but which itself introduces a new typographical error.
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where x = (x1, . . . , xd)
′ ∈ Rd; k = (k0, k1, . . . , kd)

′ ∈ Rd+1
>0 ; φk(x) and Φk(x) denote, respec-

tively, the univariate Student’s t pdf and cumulative distribution function (cdf) with k degrees

of freedom, evaluated at x ∈ R; R is a d-dimensional correlation matrix, i.e.,

R =
{
ρij : ρii = 1, −1 < ρij < 1, i 6= j, ρji = ρij ; i, j = 1, . . . , d

}
, (5)

and, with z = (z1, z2, . . . , zd)
′ ∈ Rd, the copula density function ψ(·; ·) = ψ (z1, z2, . . . , zd;R, k)

multiplicatively relating the joint distribution of X to their distribution under independence,

and referred to by Fang et al. (2002) as the density weighting function, is given by

ψ(·; ·) = Γ{(k + d)/2}{Γ(k/2)}d−1

[
Γ{(k + 1)/2}]d |R|1/2

(
1 +

z′R−1z

k

)−(k+d)/2 d∏

i=1

(
1 +

z2i
k

)(k+1)/2

. (6)

It is easy to confirm that, if ki = k0, i = 1, 2, . . . , d, then T ∼ Tk0(0,R), as given in (2).

Fang et al. (2002) refer to this as a multivariate asymmetric t distribution and write T ∼
AMtd(·), where d is the dimension of T, but we choose not to use this notation because, while

the multivariate density is indeed asymmetric, the marginals are not. We express a random

variableT with location parameter µ = (µ1, . . . , µd)
′ ∈ Rd, scale terms σ = (σ1, . . . , σd)

′ ∈ Rd
>0,

and correlation matrix R, as T ∼ FaK (k,µ,σ,R), with FaK a reminder of the involved

authors, and density

fT(y;k,µ,σ,R) =
fX(x;k,R)

σ1σ2 · · ·σd , x =

(
y1 − µ1

σ1
, . . . ,

yd − µd

σd

)
, (7)

where fX(x;k,R) is given in (4). From its construction as a copula, the marginal distribution of

each (Ti−µi)/σi is a standard Student’s t with ki degrees of freedom, irrespective of k0. If second

moments exist for each Ti, then the variance-covariance matrix of T is, in light of (3), given

by Σ = V(T) = MRM, where M = diag(σ ¯ κ), κ = (κ1, . . . , κd)
′, and κi =

√
ki/(ki − 2),

i = 1, . . . , d. In particular, E[Ti] = µi and V(Ti) = σ2
i κ

2
i . Simulating realizations of T =

(T1, . . . , Td)
′ ∼ FaK(k,µ,σ,R) can be done as follows. Simulate Y = (Y1, . . . , Yd)

′ ∼ Tk0(0,R)

and set

Ti = µi + σiΦ
−1
ki

(
Φk0(Yi)

)
, i = 1, . . . , d. (8)

While the marginals are not influenced by k0, its value does alter the dependency structure

of the distribution. To illustrate this, Figure 3 shows (4) with k1 = 2, k2 = 4, and six different

values of k0, and with R = I, so that all the Ti are uncorrelated. Overlaid onto each plot is a

“center-empty” scatterplot of 100,000 simulated realizations of the density, whereby, for clarity,

the points in the center of the density are not shown. Via comparison with scatterplots of actual

financial returns data, one might speculate that only values of k0 ≥ maxi ki, i = 1, . . . , d, are

of interest, and one could entertain just setting k0 = maxi ki. In the empirical comparison

in Section 3.3, we indeed find that k̂0 is very close to max(k̂1, k̂2) when it is freely estimated

jointly with all other model parameters; and its attained maximum log-likelihood is statistically

indistinguishable from that of the model which imposes the restriction k0 = maxi ki.

3.2 Asymmetric Marginals

While flexible in terms of allowing for differing degrees of freedom, each marginal is still re-

stricted to being symmetric about its location parameter, which is a drawback when modeling

6
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Figure 3: Examples of the bivariate FaK distribution (7), each with zero location, unit scale, and zero corre-
lation.

7



financial asset returns (recall Figure 1 and the discussion and references in the Introduction)

and many other kinds of data; see, e.g., Genton (2004). A simple idea is to replace the Stu-

dent’s t marginals in (4) with an asymmetric variant of the Student’s t, for which there are

many choices; see e.g., Paolella (2007, Chap. 7 and Table A.8) and the references therein for

an account. A natural choice is to use a structure which augments each with a noncentral-

ity parameter, say θi ∈ R, i = 1, 2, . . . , d, so that, with φk,θ(x) and Φk,θ(x) the pdf and cdf,

respectively, of the noncentral t distribution at x ∈ R,

fX(x;k,R,θ) = ψ
(
Φ−1
k0,θ0

(Φk1,θ1(x1)), . . . ,Φ
−1
k0,θ0

(Φkd,θd(xd));R, k0
) d∏

i=1

φki,θi(xi), (9)

still in conjunction with (6), and with θ0 = 0. The location-scale variant fT(y;k,µ,σ,R,θ)

is of course analogous to (7), and we write T ∼ AFaK(k,µ,σ,R,θ), for asymmetric FaK.

Drawing sample AFaK realizations is the same as that for FaK, but replacing the Φki in (8) by

Φki,θi , i = 0, 1, . . . , d. Clearly, for θ0 = 0, and irrespective of k0, the marginal distributions are

Ti ∼ t′(ki, θi, µi, σi), where t
′(k, θ, µ, σ) denotes the (singly) noncentral Student’s t distribution

with k degrees of freedom, noncentrality parameter θ, location µ and scale σ. Observe that

taking θ0 6= 0 no longer results in a valid copula; and simulations indeed confirm that the

marginals are not t′(ki, θi, µi, σi) for θ0 6= 0. To illustrate the new construction (9), Figure 4

shows several contour plots in the bivariate case.

As with the FaK distribution, if second moments exist for each Ti, then the covariance of

T is given by V(T) = MRM, where M = diag(σ ¯ v1/2), where v = (V(S1), . . . ,V(Sd))
′, for

Si = (Ti − µi)/σi ∼ t′(ki, θi, 0, 1), with the variance of Si computed from

E
[
Si

]
= θi

(
ki
2

)1/2 Γ(ki/2− 1/2)

Γ(ki/2)
, ki > 1, (10)

E[S2
i ] = [ki/(ki − 2)](1 + θ2i ) for ki > 2, and V(S) = E[S2]− (E[S])2.

3.3 Empirical Illustration

We use the two stocks with the most extreme individually estimated values of k̂, Bank of

America and Wal-Mart Stores, as shown in the top panels of Figure 2. To further emphasize

the disparity in their respective tail thickness measures and, thus, the inappropriateness of

using the usual multivariate t distribution (2), the left panel of Figure 5 shows a scatterplot of

the two series, while the right panel shows the fitted multivariate t distribution along with, for

more clarity, the “center–empty” scatterplot of the data (here, points for which both returns

were less than three in absolute value were omitted). Its x-axis is also (severely) truncated,

and comparison with the left panel indicates the enormous extent to which the “compromise”

value of k̂ = 2.014 underestimates the risk associated with Bank of America (and overestimates

that of Wal-Mart).

Along with estimating the FaK and AFaK, we use two bivariate t distributions from Shaw

and Lee (2008) which also sport differing marginal degrees of freedom. The first one takes

T1 =

√
v1
W1

Z1, T2 =

√
v2

W1 +W2

(
Z1 sin(θ) + Z2 cos(θ)

)
, (11)
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Figure 4: Examples of the bivariate AFaK (asymmetric FaK) distribution (9), each with zero location and unit
scale, and r is the off-diagonal element of R.
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Figure 5: Left: The scatterplot of the returns on Bank of America and Wal-Mart for all n = 1, 945 observations.
Right: Scatterplot, now truncated to equal axes and omitting points near the center, with an overlaid contour
plot of the Fitted multivariate Student’s t density (2) with inscribed value of the estimated joint degrees of
freedom parameter.

where W1 ∼ χ2(v1), W2 ∼ χ2(v2 − v1), Z1, Z2 ∼ N(0, 1), all mutually independent, 0 < v1 ≤
v2 < ∞, and θ ∈ [0, 2π) controlling the correlation, with θ = 0 corresponding to T1 and T2

uncorrelated (but not independent). The second takes

T1 =

√
v1
W1

Z1, T2 =

√
v2
W2

(
Z1 sin(θ) + Z2 cos(θ)

)
, (12)

where Wi ∼ χ2(vi), i = 1, 2, independent of the Z1 and Z2, which are defined as above.

The benefit of the latter is that, for θ = 0, the marginals are independent. Shaw and Lee

(2008) provide a univariate integral expression for the joint pdf of construction (11) and a

closed form expression (involving the 2F1 function) for that of (12), so that the densities are

straightforwardly numerically evaluated. Location and scale terms can be added in the usual

way. Unfortunately, their structures are not extendable to the d > 2 case, but do serve for

d = 2 as a basis for comparison to the FaK and AFaK distributions.

Estimation is done via maximum likelihood (and using numerous starting values to essen-

tially ensure that the global maximum is reached). Table 1 shows the results, which include the

attained maximum of the log-likelihood, the parameter estimates, and approximate standard

errors obtained as a by-product of the Hessian-based optimization and the presumed asymp-

totic normality of the estimator, and the nonparametric and parametric bootstrap, based on

B = 100 replications, as indicated by NPB and PB in the table, respectively. Given the large

sample size, and the flexibility of all models considered, it is not surprising that there is strong

agreement among the standard errors from the different methods, though it stands to reason

that, if the nonparametric and parametric bootstrap standard errors differed “significantly”,

then this would be evidence against the appropriateness of the presumed parametric model.

The point estimate of parameter k0 is, for both FaK and AFaK, very close to max(k̂1, k̂2),

and its standard error is, relative to those of the other parameters, the largest, suggesting that,

if its value is indeed constant and the time series is strictly stationary, then the information

contained in a typical sample about k0 is relatively small, and so constraining its value to be

k0 = max(k1, k2) is adequate (at least when modeling asset returns data). Another interpre-

tation is that, while taking k0 = max(k1, k2) might be a good compromise value, the reason

for the large standard error is that k0 is not constant, but rather changing through time. This

10



idea is investigated below when using d = 30 assets instead of just two. Briefly, we indeed find

some evidence that it changes through time, but its incorporation translates into only very

small improvements in predictive ability (see the right panel of Figure 14 below). As such,

the amount of information in the data with respect to k0 is relatively small, and just taking

k0 = max(ki) is indeed adequate, if not essentially optimal.

Comparing the attained maximum log-likelihood values, we see that the AFaK is signif-

icantly preferred to FaK, in agreement with normal-based inference drawn from the point

estimates and approximate standard errors of θ1. With respect to comparison between the

three models with symmetric marginals, we see that the FaK is superior to the Shaw and Lee

(2008) model (11), with a significant, but not massive, difference in log-likelihood of 6.4, while

FaK and (11) are highly favored compared to the Shaw and Lee (2008) model (12).3 Of course,

the FaK has an additional free parameter k0, but when restricting k0 to be max(k1, k2) (in

which case the FaK and both Shaw and Lee (2008) models have the same number of parame-

ters), the maximum of the FaK likelihood changes by only 0.1; see the caption to the table for

the attained log-likelihood values.
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Figure 6: The two fitted Shaw-Lee distributions.

4 Two-Step Estimation Method and GARCH

The FaK and AFaK densities are straightforward to evaluate, but maximizing the likelihood

with respect to all the unknown parameters using a generic optimizer, as was done in Section

3.3, will not be feasible as d gets large, particularly because of the number of unique parameters

contributed by R. This is, of course, a well-known aspect of multivariate models, and is

commonly addressed by a two-step method, references for which are given in the Introduction.

3 As mentioned, numerous starting values were used to help ensure attainment of the global maximum, which
appears, particularly in light of v̂2, to differ substantially from the other estimated models. This was the
only local maximum found anyway, further suggesting that it is indeed the global maximum. In addition, to
check for another possible explanation, the 2F1 function, as required for evaluating the density, was evaluated
to machine precision, using both numeric integration of its integral representation, and the built-in Matlab
function to evaluate it which accesses the MuPAD symbolic computing engine.
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FaK (7) loglika k0 k1 k2 µ1 µ2 scale 1 R12 scale 2

MLE −7086.1 3.975 1.464 3.873 0.0331 0.0027 0.857 0.492 1.106

std err Hess (0.497) (0.067) (0.344) (0.026) (0.028) (0.028) (0.020) (0.030)

std err NPB (0.562) (0.058) (0.376) (0.025) (0.031) (0.024) (0.020) (0.030)

std err PB (0.526) (0.068) (0.349) (0.026) (0.028) (0.029) (0.020) (0.033)

AFaK (9) k0 k1 k2 θ1 θ2 µ1 µ2 scale 1 R12 scale 2

MLE −7079.1 3.903 1.472 3.879 −0.165 0.136 0.190 −0.192 0.856 0.492 1.106

std err Hess (0.481) (0.068) (0.344) (0.055) (0.094) (0.057) (0.119) (0.028) (0.020) (0.030)

std err NPB (0.551) (0.059) (0.374) (0.060) (0.094) (0.062) (0.115) (0.024) (0.020) (0.030)

std err PB (0.486) (0.081) (0.330) (0.049) (0.096) (0.051) (0.122) (0.030) (0.022) (0.030)

S-L (11) v1 v2 µ1 µ2 scale 1 θ scale 2

MLE −7092.2 1.618 3.731 0.0275 −0.0068 0.922 0.545 1.082

std err Hess (0.074) (0.306) (0.027) (0.028) (0.029) (0.024) (0.029)

std err NPB (0.078) (0.317) (0.026) (0.029) (0.027) (0.026) (0.030)

std err PB (0.082) (0.337) (0.035) (0.036) (0.033) (0.031) (0.035)

S-L (12) v1 v2 µ1 µ2 scale 1 θ scale 2

MLE −7142.7 1.601 4.813 0.0313 −0.0057 0.926 0.587 1.160

std err Hess (0.077) (0.491) (0.027) (0.030) (0.030) (0.023) (0.031)

std err NPB (0.072) (0.508) (0.027) (0.028) (0.027) (0.023) (0.029)

std err PB (0.067) (0.498) (0.024) (0.024) (0.029) (0.023) (0.032)

Table 1: The MLE, attained log-likelihood, and various approximate standard errors for the FaK and AFaK

(parameter R12 is the off-diagonal element of correlation matrix R), and the two Shaw and Lee models (11) and

(12), fit to the 1,945 unconditional (not GARCH-filtered) returns of Bank of America and Wal-Mart Stores, as

depicted in the top two panels of Figure 2.
aThe value of the log-likelihood at the MLE. For the FaK distribution, imposing the constraint k0 = max(k1, k2)

resulted in value −7086.2. Similarly, for AFaK, the constrained value is the same as the unconstrained one to

five significant digits.

4.1 Two-Step Unconditional Estimation

We propose the following, essentially obvious, two-step procedure:

1. The three (or four) parameters ki, µi and σi (and θi) based on the univariate data set

corresponding to the ith variable are estimated via maximum likelihood, i = 1, . . . , d.

Observe that only three (or four) parameters need to be estimated simultaneously. Set

k̂0 to maxi(k̂i).

2. Parameter R is estimated as the sample correlation matrix, R̃, or a shrinkage-based

variant of it; see below.

Remarks:

(a) Unlike with maximum likelihood, application of this two step procedure (in

particular, the second step) only makes sense if min(ki) > 2. This is most certainly

not fulfilled for the DJ-30 data, as suggested by the top left panel of Figure 1.

One option in such a case is, after having applied the two-step procedure (without

imposing that k̂i > 2; but we do use the constraint 1 < k̂i < 30 for added numerical

reliability), for each index i such that ki ≤ 2, estimate element [R]i,j , conditional

on the estimates from step one of µi, µj , σi, σj , ki, kj , via maximum likelihood.

As we do not know if ki ≤ 2, one idea would be to engage this additional step for

12
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Figure 7: The fitted FaK and AFaK models, respectively.

the elements [R]i,j , j = 1, . . . , d, if the lower bound of a 100(1 − αk)% confidence

interval of ki, as obtained in the first step, is less than two, with αk then becoming

a tuning parameter whose choice embodies the researcher’s tradeoff between esti-

mated parameter accuracy and estimation time. Fortunately, in the more realistic

case that a conditional model via GARCH will be used (see below), the conditional

tail index ki is, in all probability, larger than two, evidence for which is seen in the

top right panel of Figure 1.

(b) Observe that step 1 will be extremely fast in the symmetric (FaK) case, as only

the usual univariate Student’s t density, with its simple closed form, is required for

the likelihood. For the asymmetric case, computing the density of the noncentral

t distribution at each point involves either a univariate numeric integration, or

evaluation of an infinite sum,4 and will thus be massively slower than computing the

usual Student’s t distribution. This bottleneck can be overcome by using the second-

order closed-form saddlepoint approximation to the density, which is extremely

accurate (even, and especially, in the tails) and about 1200 times faster to compute.5

The derivation and relevant formulae are given in Broda and Paolella (2007) and

the references therein. Crucially, there is virtually no difference in the estimates

when using either the true or the saddlepoint density.

(c) It is well-known that shrinkage of the estimated covariance matrix in the tra-

ditional portfolio optimization setup is highly beneficial; see, e.g., Wolf (2004) and

4 See, e.g., Paolella (2007, Sec. 10.4) for a detailed presentation.

5 Matlab (version 7.9) has a built-in function for the evaluation of the exact singly noncentral Student’s t
density, nctpdf, and is written in such a way as to capitalize on the fast vector-based operations. This
results in a massive decrease in computation time, such that the saddlepoint approximation (which is also
vectorized) is “only” 17 times faster. However, their program uses an algorithm which is prone to fail as
x approaches zero. For example, for v = 3 and θ = 1, f(0) is, to five digits, 0.22293, while Matlab’s
routine returns the same value, to machine precision. But for x = 10−15, f(x) is the same as f(0) to five
digits, but Matlab’s routine returns the clearly erroneous 0.33307. As |x| increases, the error decreases, and
presumably, such problems will not be relevant when working with asset returns data. As an aside, the
saddlepoint approximation returns a value for f(x), x = 10−15, of 0.22353, implying a percentage relative
error 100× (approx− true)/true of only 0.27.

13



the references therein. The optimal amount of shrinkage should be determined us-

ing a criteria which is tied to the purpose of the analysis, e.g., density forecasting,

as we do below, or even more concretely, the optimal portfolio allocation based

on a particular risk measure. This would be an empirically driven exercise, pre-

sumably specific to the set of assets considered, and also with the optimal amount

of shrinkage possibly being time-varying and/or linked to the overall volatility or

other measures (such as contagion) in the market.

The off-diagonal elements of the d× d sample correlation matrix R̃ can be shrunk

towards zero by taking R̂ = (1 − sc)R̃ + scI, where 0 ≤ sc ≤ 1 is the shrinkage

parameter. Alternatively, and as we will see below, more effectively, they could

be shrunk towards their mean value. We can express this algebraically as, with

a = 1′
(
R̃− I

)
1/ [d (d− 1)] and 1 a d-length column of ones,

R̂ = (1− sc)R̃+ sc
(
(1− a)I+ a11′

)
. (13)

(d) One might consider robust estimation of the covariance matrix, say Σ̂, as dis-

cussed in Huber and Ronchetti (2009, Ch. 8) and the references therein, from which

R̂ = D̂−1Σ̂D̂−1 can be computed, where D = diag(σ), and the scale terms σi are

estimated in step one. ¥

Example 1. Consider the tri-dimensional FaK distribution with parameters

k1 = 3, k2 = 5, k3 = 7, k0 = max(ki) = 7, µ1 = 0.2, µ2 = 0, µ3 = −0.2,

σ1 = σ2 = σ3 = 2, R12 = 0.25, R13 = 0.5, R23 = 0.75,
(14)

(and θ = 0). The goal here is to assess, via simulation, the differences in the quality (bias and

spread) of the estimated parameters when using joint maximum likelihood and the two-step

procedure. This is conducted for the sample size T = 250, and based on 500 replications.

Figure 8 shows the results of the simulation exercise, as boxplots of the deviation of each

parameter from its true value. Visual comparison immediately reveals that the two procedures

result in nearly identical small sample distributions of the parameters.

Regarding the required time for estimation, the average time for joint parameter estimation

of the FaK model (for d = 3 and T = 250), using a 3GHz PC, Matlab, and their generic quasi-

Newton optimizer (with a modest parameter convergence tolerance of 10−5) is 34 seconds. The

two-step method requires 0.050 seconds. Observe that, by design, the required estimation time

for the two-step method increases linearly in d, but will increase exponentially in d for the

joint parameter estimation. Furthermore, as the number of parameters to be simultaneously

estimated increases, the problems associated with avoiding inferior local maxima of the log-

likelihood become exacerbated. Thus, the two-step method is both extraordinary fast and

numerically more reliable than joint parameter estimation, even for large d, and its first step

could also be performed with parallel processing, allowing, say, for real-time calculation in

conjunction with high-frequency returns data. ¥

Example 2. We use the tri-dimensional AFaK distribution with the parameters as given

in (14), but additionally take the noncentrality parameters to be θ1 = −0.2 , θ2 = 0, θ3 = 0.2.
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Figure 8: The parameter bias, based on sample size T = 250, 500 replications, and true FaK parameters as
given in (14), using joint maximum likelihood (top row) and the two-step method (second row). The degrees
of freedom parameters (left) are shown separately from the remaining ones (right) because of the different scale
required.

We use the exact pdf and cumulative distribution function (cdf) of the noncentral Student’s t

for the joint MLE procedure (as implemented in Matlab’s fast vectorized routine; see footnote

5), in order to avoid any potential bias in the results. For the two-step estimator, we use the

saddlepoint approximation of the noncentral Student’s t. It turns out that the boxplots result-

ing from use of the exact and saddlepoint methods (not shown) are visibly indistinguishable,

but the latter method is about 20 times faster. Turning now to the comparison of the joint

MLE and two-step procedure, we see from Figure 9, which parallels Figure 8, that there is

almost no difference in terms of bias and spread of most of the parameter estimates (and also

further confirming that the use of the saddlepoint approximation entails no loss of accuracy),

but a distinction can be seen for parameters k3, θ3 and µ3, for which the joint MLE does indeed

perform noticeably better, albeit not demonstrably so. With regard to estimation time, using

the same computing platform mentioned above, joint maximum likelihood (AFaK for d = 3 and

T = 250) takes, on average, 14.0 minutes, while the two-step procedure, using the saddlepoint

approximation, takes on average 0.82 seconds, i.e., it is over 1,000 times faster. Like with the

FaK example above, it is only subject to a linear (in d) increase in computation time, while

the joint estimation procedure will quickly become infeasible as d increases. ¥
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Figure 9: Similar to Figure 8 but using the AFaK distribution with parameters as given in (14) along with
noncentrality parameters θ0 = 0, θ1 = −0.2 , θ2 = 0, θ3 = 0.2.

4.2 Two-Step Estimation with GARCH and IGARCH

The extension of the two-step estimation method to support a simple multivariate GARCH

model is straightforward. In particular, we extend the Bollerslev (1990) constant conditional

correlation (CCC) GARCH model such that, like the unconditional case above, each marginal

distribution is a (noncentral) Student’s t with its own degree of freedom (and asymmetry

parameter), and they are linked via the t-copula as the (A)FaK distribution, but such that each

univariate time series is endowed with a time-varying scale term via a t′-(I)GARCH model, and

the correlation matrix is estimated from the multivariate set of t′-(I)GARCH residuals and is

not time-varying. We will refer to this as the (A)FaK-(I-)CCC model.

Estimation of the t′-(I)GARCH model was discussed in Section 2, and is quite fast using the

regular Student’s t distribution, and nearly as fast when using the saddlepoint approximation

to the noncentral t. As a source of further speed improvement, we recall the well-established

fact that, for the majority of time series of financial asset returns, parameters c1 and d1 are

such that the model is nearly integrated, as pursued by Engle and Bollerslev (1986) and shown

to be strictly stationary in the integrated case by Bougerol and Picard (1992). With normal

innovations, the well-known condition is that c1 > 0, d1 > 0, and c1+d1 = 1. More generally, if

X is a random variable following the distribution assumed for the independent and identically

distributed (iid) innovations sequence driving the GARCH stochastic process, and the (power)-

GARCH process is σδ
t = c0 + c1 |εt−1|δ + d1σ

δ
t−1 for 0 < δ < k, where k is the supremum of

the finite absolute moments of X, then the model is strictly stationary if c1 > 0, d1 > 0, and

E[|X|δ] c1 + d1 ≤ 1; see Mittnik et al. (2002) and the references therein.
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In our case, X ∼ t′(k, θ, 0, 1), E[|X|r] < ∞ for 0 ≤ r < k, and δ = 1, so that the integrated

GARCH (IGARCH) formulation is such that d1 = 1−E[|X|]c1, and E[|X|] is given in (1). Not

only does this reduce the number of simultaneously estimated parameters from 5 to 4 (in the

noncentral t case), yielding an appreciable decrease in estimation time without a substantial

reduction in model fit (Section 5.3 below quantifies this), but also has the effect of nearly always

automatically avoiding inferior local maxima of the likelihood function, unlike the full model

counterpart, thus further saving time by not having to employ the method in the Appendix

designed to avoid inferior local maxima.

Our finding with the data, as demonstrated below, is that use of the unrestricted GARCH

model is superior to use of IGARCH in terms of out-of-sample density forecasting, though the

relative improvement is very small compared to the gains made by moving from the traditional

CCC-GARCH model to the FaK-CCC model. This finding is predicated on our use of a moving

window of v = 500 observations, and will most likely change with different window sizes such

that larger windows will increasingly favor IGARCH, as is often found in practice because the

GARCH model is virtually certainly misspecified; see, e.g., Caporale et al. (2003), Maekawa

et al. (2005), Hu and Shin (2008), Hwang and Pereira (2008), and Figure 16 in the Appendix

below.

4.3 On Testing and Extending CCC

Numerous multivariate models exist which generalize the Bollerslev (1990) CCC model, such

as the extended CCC (ECCC) model of Jeantheau (1998), the regime switching dynamic cor-

relation GARCH model by Pelletier (2006), the dynamic conditional correlation (DCC) model,

with a detailed and extended presentation found in Engle (2009), along with, in turn, its ex-

tensions, such as developed in Billio et al. (2006), Billio and Caporin (2009), and Hafner and

Franses (2009). Comparisons of the BEKK and DCC model, and discussion of the stationarity

conditions of the DCC model, are given in Caporin and McAleer (2010).

With respect to the possible limitation of the CCC-GARCH structure, several tests have

been proposed for testing its adequacy; see, e.g., Tse (2000), Bera and Kim (2002), Nakatani

and Terasvirta (2009), and the references therein. Oftentimes however, a test will be based on

simplifying assumptions of the data generating process (DGP) and/or on asymptotic distribu-

tion theory, and thus the outcome of the test may not reflect what is often the ultimate goal,

namely to assess if prediction based on CCC in conjunction with a non-Gaussian distributional

framework, as used here, will be significantly inferior to use of an alternative, richer dynamic

structure.6 Moreover, the alternative model might remain unspecified in the hypothesis testing

framework or, if it is specified, it might be a model which requires significant input from the

researcher, e.g., Billio et al. (2006) and Billio and Caporin (2009), or be costly to implement

and/or numerically challenging, the latter not unlikely in the difficult arena of multivariate

GARCH. Such concerns are fully ignored in the decision theory underlying traditional hy-

6 Indeed, this brings to mind the numerous contributions to the literature in the 1980s examining the behavior
of autocorrelation pre-testing and its relation to (often the ultimate goal of) forecasting in the linear model,
such as King and Giles (1984) and Kennedy and Simons (1991), who clearly show that a procedure like “Test
for first-order autocorrelation and, if we reject at the 5% level, fit the regression with an AR(1) structure” is
overly simplistic and far from optimal.

17



pothesis tests. Based on this, we advocate a cautious stance towards traditional hypothesis

testing in the context of modeling financial time series, and instead advocate use of forecasting

comparisons (or whatever the ultimate goal of the modeling exercise is) for determining the

adequacy and ranking of alternative models.

4.4 Other Multivariate GARCH Constructions

There are of course several other viable multivariate GARCH models, two excellent surveys

of which are Bauwens et al. (2006) and Silvennoinen and Teräsvirta (2009). We limit our

comparison of the (A)FaK-(I-)CCC model to the classic CCC- and DCC-GARCH models, for

which we find, as detailed in the next section, that the new model is vastly superior, as is even

the unconditional (without GARCH) FaK model. The reason for restricting our comparison as

such is that we wish to use models (i) which are computationally feasible for tens or hundreds

of assets, and (ii) which deliver a proper multivariate probability distribution for Yt+1. With

respect to the former, DCC is certainly feasible, but not, say, the multivariate Student’s t

GARCH based model of Diamantopoulos and Vrontos (2010). That model otherwise would be

an ideal comparison to our proposed structure to demonstrate (or refute) the value of allowing

each asset to have its own degree of freedom parameter, but unfortunately suffers, like many

multivariate GARCH models, from the number of parameters which need to be simultaneously

estimated. In particular, despite the useful and admirably tedious task of deriving analytic

expressions for the score and Hessian matrix, which undoubtedly assists estimation, it still

requires the simultaneous estimation of 2d+3+d(d−1)/2 parameters via generic optimization

methods (and, not, e.g., via an EM-type algorithm, or a two-step procedure), and is thus

infeasible for more than a handful of assets. Furthermore, it will be potentially plagued by

numerous local maxima of the likelihood function and is not easily amenable to the solution

we propose for this issue in the Appendix because of the enormous parametrization.

With respect to the second issue of requiring a proper multivariate predictive density fM
T+1|It ,

observe that, as it embodies the entire probabilistic structure of Yt+1, all measurable functions

ofYt+1 can also be forecasted, including, say, the distribution of (a function of) a subset ofYt+1

conditional on (functions of) a different subset, as might be required in a hedging application;

or the distribution of a weighted linear combination of the elements of Yt+1, as required for

portfolio construction. For both YT ∼ FaK and YT ∼ AFaK, realizations of Y = (Y1, . . . , Yd)
′

are easily generated, so that the distribution of the portfolio RT =
∑d

i=1 ωiYi, and thus its

risk measures such as value at risk and expected shortfall, can be straightforwardly simulated.

This enables portfolio optimization to be conducted.

Note that, if the only goal is portfolio construction, then fM
T+1|It is not necessary. In

particular, “all” that is required is the univariate predictive distribution corresponding to a

linear combination of assets, as accomplished for example by the combination of independent

components analysis (ICA) and univariate GARCH models driven by flexible non-Gaussian

(univariate) distributions such as the generalized hyperbolic, as done in Broda and Paolella

(2009) and Chen et al. (2010). The former authors relate the model to the generalized orthog-

onal GARCH (GO-GARCH) model of van der Weide (2002), which does deliver a multivariate

predictive distribution; but it is the multivariate normal, and our results below, in agreement

with extensive univariate results (see, e.g., Kuester et al., 2006 and the references therein),
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show that this is blatantly untenable.

5 Density Forecasting Illustration and Comparison

In closing, we would like to elaborate on the likely reason for the forecasting success

of our approach, which relies heavily on a broad interpretation of the shrinkage

principle. The essence of our approach is intentionally to impose substantial a priori

structure, motivated by simplicity, parsimony, and theory, in an explicit attempt to

avoid data mining and hence enhance out-of-sample forecasting ability. ... Here we

interpret the shrinkage principle as the insight that imposition of restrictions, which

will of course degrade in-sample fit, may nevertheless be helpful for out-of-sample

forecasting, even if the restrictions are false.

(Francis X. Diebold and Canlin Li, 2006, p. 362)

5.1 Realized Predictive Log-Likelihood

Density forecasting has grown enormously in importance because it is of potentially far more

value when working with asymmetric loss functions and non-Gaussian data. The surveys by

Timmermann (2000) and Tay and Wallis (2000) provide an excellent overview and motivation

for their use. Let Yt =
(
r1,t, r2,t, . . . , rd,t

)
be the vector of returns at time t from the d assets.

To assess the predictive quality of a model, we fit a given model to a subset of the data, say

Y1,Y2, . . . ,Yv, and record a measure of the quality of the forecast of the density of Yv+1.

Then either a growing window, or a moving window of length v, is used to predict the density

of Yv+2, etc., up to YT . This can be done for several models, and the one which yields the best

overall “performance” would be chosen. The relevant question here is obviously the criteria for

judging the quality of the density forecasts for Yt, t = v + 1, . . . , T . In light of the prominent

role of the likelihood in statistical inference, a very natural idea would be to use the log of

the value of the forecast density itself, evaluated at the true value of Yt. In particular, denote

the relevant information set up to time t as It (which could be a growing or moving window

of the Yi, i ≤ t, as well as possibly including other r.v.s) and the predictive density of Yt,

conditional on It−1, based on model M, using the distribution fM, as fM
t|It−1

(·; Ψ̂), where Ψ

denotes the parameter vector of model M. The measure of interest is what we will call the

(realized) predictive log-likelihood, given by

πt(M, v) = log fM
t|It−1

(yt; ψ̂), (15)

where v denotes the size of the rolling window used to determine It−1 (and the set of obser-

vations used for estimation of ψ) for each t. The idea of using (15) is very intuitive, and

unsurprisingly, not new. It is used, for example, by Weigend and Shi (2000) in the context of

density prediction for the returns of the S&P500, and who refer to it as the pdf-based evaluation.

Observe that the information set It−1 is a function of v. We can then compute πt(Mi, v),

for each t = τ0+1, . . . , T , a fixed window size v, and set of models, M1, . . . ,Mm, and compare

them. To facilitate comparison for different values of τ0 and d for a given model M and window

size v, we suggest to use what we refer to as the normalized sum of the realized predictive log-
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likelihood, given by

Sτ0,T (M, v) =
1

(T − τ0) d

T∑

t=τ0+1

πt(M, v), (16)

where d is the dimension of the data. It is thus the average realized predictive log-likelihood,

averaged over the number of time points used and the dimension of the random variable under

study. This facilitates comparison over different d, τ0 and T . In our setting, we use the d = 30

daily return series of the DJ-30, with v = τ0 = 500, which corresponds to two years of data,

and T = 1, 945.

5.2 Comparison to Base Models

First, the standard CCC-GARCH and DCC-GARCH models were applied to the DJ-30 data

with the forecasting exercise as described above in Section 5.1. With M referring to the

former, we arrive at the value of S500,1945(M, 500) in (16) of −1.629 (restricting the location

term to be zero yielded −1.628), while for DCC, we get −1.706 (−1.705 with location zero).

Thus, it appears that, for this data set and the window length of v = 500, CCC is superior to

DCC. By way of comparison, the results for FaK-CCC and FaK-I-CCC are −1.514 and −1.519,

respectively, showing firstly that the IGARCH restriction leads to slightly inferior forecasts,

and secondly, that the FaK-CCC model demonstrably outperforms standard DCC-GARCH.

Moreover, the FaK model without GARCH yielded −1.535, showing that the contribution to

forecast accuracy from GARCH is dwarfed by that of accounting for the differing tail thicknesses

of the series.

To better illustrate the differences among the models and to contrast their sources of forecast

improvement, Figure 10 shows three plots, each being the difference of the cumulative sum

(cusum) of the πt(Mi, 500), for two values of i. In particular, defining M0 = FaK-CCC and

M1 = CCC-GARCH, the solid line plots C(h, 0)− C(h, 1), where

C(h, j) =
h∑

t=τ0+1

πt(Mj , 500), h = τ0 + 1, . . . , T, (17)

versus h, for T = 1, 945 and τ0 = v = 500. The difference is positive at almost every time incre-

ment and the accumulated improvement over the period of study is profound. Further defining

M2 = FaK (the unconditional FaK distribution; no GARCH), and M3 = MVT (the multivari-

ate t distribution (2)), the dash-dot line (the lowest in the plot) illustrates C(h, 0) − C(h, 2),

the incremental difference between the unconditional and conditional FaK models, while the

dashed line shows C(h, 2)−C(h, 3), the incremental difference, for the unconditional case, when

using individually estimated degrees of freedom for each marginal, and using (2). Thus, the

most substantial contribution by far is obtained by replacing the normality assumption in the

CCC-GARCH model by a fat-tailed one, followed by roughly equivalent contributions by (i)

allowing each asset to have its own tail index, and (ii) GARCH with a CCC structure.

The multivariate t distribution (2) was estimated by the EM-algorithm as described in

McLachlan and Peel (2000) and McLachlan and Krishnan (2008). It required, on average, 54

seconds for each data set with v = 500 observations and d = 30 assets, while the unconditional

FaK distribution, using the two-step procedure outlined above, required 1.2 seconds. For the
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FaK-CCC model, estimation time will be longer because in step one, each of the d marginals

requires estimation of a t-GARCH model (but step two incurs no additional time because we

only use a CCC construction). On average, (for v = 500 and d = 30), 5.1 seconds are re-

quired. Estimation for the CCC-GARCH model (with, as throughout the paper, the normality

assumption), takes an average of 1.4 seconds; DCC-GARCH takes 5.0 seconds, or about the

same time as FaK-CCC. (Of course, all reported estimation times refer to the same computing

platform.)

The performance of the AFaK models will be discussed below in Section 5.4. We just

mention here that estimation of the AFaK-CCC model, using the saddlepoint approximation,

for v = 500 and d = 30, takes 24.4 seconds.
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Figure 10: Various cusum difference plots, e.g., the solid line is C(h, 0) − C(h, 1), where M0 = AFaK-CCC,

M1 = CCC-GARCH, and C is given in (17).

5.3 Shrinkage

With the FaK and FaK-CCC having been demonstrated as trivially estimated models which

yielding substantial improvements over the CCC and DCC models, we continue to work with

them and illustrate how via shrinkage, further forecast accuracy can be achieved—with no

extra computational cost, after a set of reasonable shrinkage tuning parameters have been

determined, as demonstrated below. As the quote above by Diebold and Li (2006) elegantly

states, we might expect that shrinking the comparable model parameters towards a fixed value

or their mean could enhance predictive ability.

Figure 11 shows the main results. The top left panel illustrates the effect of using Ms,

where s refers to parameter sc, the amount of shrinkage applied to the correlation matrix. In

particular, the results are shown for (i) shrinkage towards zero, and towards the mean of the

off-diagonal terms as given in (13), with sc ranging from zero to one; and (ii) for both the

unrestricted GARCH and IGARCH models. We immediately see that unrestricted GARCH

is superior to IGARCH, in fact by an amount roughly equal to the amount of improvement

realized by using the optimal value sc = s∗c ≈ 0.2. The lower left panel shows the result, again

for the unrestricted GARCH and IGARCH models, of applying shrinkage to the d = 30 scale
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terms (denoted σ̂ML and determined as one-step predictions from the GARCH models from

step one of the estimation process), via σ̂(ss) = (1 − ss)σ̂ML + ssσ
∗1, where σ∗ denotes the

median of these d values, and 1 a d-length vector of ones. A modest amount of shrinkage

towards the median of the scale terms indeed improves forecasting ability, while substantial

amounts has deleterious effects.

The top right panel shows the result of shrinking the d = 30 degrees of freedom parameters

in various ways. Note that the graph is truncated at the bottom. One might expect shrinkage

to the mean or median of the d values to be effective; it is, as the solid line shows, but offers

very little improvement. Far better is to shrink towards a constant value k∗ of something in the

range of 3 to 4; the precise value makes little difference, as seen from the lines corresponding

to k∗ = 3 and k∗ = 4. Use of k∗ = 2 and, in particular, k∗ = 1, lead to inferior results. We

subsequently take k∗ = 3 and the optimal amount of shrinkage for the ki to be s
∗
k = 0.5. Finally,

the lower right panel shows the effect of shrinking the location term towards the median of the

µ̂i, and to zero. The latter is better, and we see that full shrinkage, i.e., just taking µ̂i = 0,

i = 1, . . . , d, is nearly optimal. Based on this finding, we hereafter do not estimate the µi, and

just take them to be zero.

An important result from this exercise also emphasized above in Figure 10 is the utility

of estimating different degrees of freedom for each asset. Observe that, when shrinking the ki

fully towards the value k̂∗, such that all the k̂ are the same (which could be the MLE of the

degree of freedom parameter in the multivariate t distribution (2), but we show the result for

several fixed values of k in Figure 11), the forecasting performance deteriorates enormously,

compared to the use of different degrees of freedom (with or without shrinkage). This finding

also agrees with the univariate results shown in Figure 1, though that method alone cannot

indicate the extent to which, if at all, out-of-sample density forecasts would be improved.

5.4 The AFaK and AFaK-(I-)CCC Models

Now consider the use of the AFaK-(I-)-CCC model to account for asymmetry in the distribution

of the asset returns. Figure 12 illustrates the shrinkage results for the AFaK-CCC model (using

the GARCH model without the IGARCH restriction), and (based on the findings with the FaK-

CCC model discussed above) with location parameter µ restricted to be zero. It shows not

only the optimal values of the shrinkage tuning parameters, but also, by superimposing them,

their relative importance. Shrinking the asymmetry parameters θi towards zero indeed helps,

with the optimal value of s∗a ≈ 0.6, although its effect is the smallest, and the improvement

compared to just restricting the θi to be zero (and just using the FaK-CCC model) is, relative

to the shrinkage improvement from the other parameters, minimal. It is, for example, dwarfed

by the effect of shrinking the estimated off-diagonal elements of R toward their mean value via

(13), with s∗c ≈ 0.2, as with the FaK-CCC model. Also, as before, s∗s ≈ 0.15, though differing

from the FaK-CCC case, we now have s∗k ≈ 0.3 when we shrink the ki towards k
∗ = 3. Other

values of k∗ were tried, and, like for the FaK-CCC case, three is (nearly; only integers were

used) optimal.

Importantly, comparing Figures 11 and 12, we see that, despite the findings in Figure 1,

the use of asymmetric marginals does not translate into a substantial improvement in out-of-

sample density forecasting. In fact, there is a better way to compare the performance of the
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Figure 11: Results for the normalized sum of the realized predictive log-likelihood (16) when applying shrinkage

to the correlation matrix, degrees of freedom, scale and location. When not specified (as in the two plots on the

right), the GARCH model without the IGARCH restriction is used, given that, from the left plots, it is superior.

FaK and AFaK. First, observe that the optimal values of the shrinkage parameters are surely

not independent of each other, and one could jointly find the optimal setting for the particular

data set under study, time period of interest, and desired window length, by computing

s∗ = (s∗k, s
∗
a, s

∗
s, s

∗
c) = argmax

s
Sτ0,T (Ms, v). (18)

Some trials confirm that the effects of shrinkage from the different parameters are essentially

additive, so we refrain from formal calculation of (18) (which would be very time consuming)

and just use their individual optimal values as elicited from the previous figures.

Similar to Figure 10, the left panel of Figure 13 plots C(h, 1) − C(h, 0), where M1 =

AFaK-CCC and M0 = FaK-CCC. We see that, with or without shrinkage, the FaK-CCC

forecast dominates that of AFaK-CCC over most of the sample, though the magnitude of the

differences is, relative to those shown in Figure 10 for comparison with other model classes,

essentially negligible. Interesting also is the sharp increase in the plot after November 5th, 2008

and virtual monotonic increase for the subsequent 90 days, thus indicating that asymmetry can

be very relevant. Indeed, this period, as already mentioned in Section 2, corresponds to the

onset of a very volatile period for equity markets, and is thus, via the leverage effect, precisely

what one would expect. Future work, based on subsequent data, could focus on developing a

data-driven strategy for incorporating asymmetry when it is needed, possibly via a Markov-

switching construction or a density forecast for time T + 1 consisting of a weighted average of
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Figure 12: Similar to Figure 11 but using the AFaK model (with location parameter µ not estimated and

taken to be zero) and overlaying the results of applying shrinkage to four model parameters.

the AFaK and Fak models, with weights varying through time and depending on data in the

information set IT .

The right panel of Figure 13 investigates, for both FaK-CCC and AFaK-CCC, the benefit

of shrinkage. The enormous and near-monotone increase over time attests to its effectiveness.
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Figure 13: Left: Cusum difference plots, C(h, 1) − C(h, 0), where M1 = AFaK-CCC, M0 = FaK-CCC, and

C is given in (17). Right: Same, but contrasting the effect of shrinkage.

5.5 Estimating (Time Varying) k0

As mentioned in Section 3.3 above, we entertain the possibility that k0 varies through time.

Section 4 made it obvious that joint estimation of all the model parameters is completely

infeasible for even modest values of d, and so to analyze this conjecture, we condition on all

the model parameters except k0, and estimate it via maximum likelihood. Such an exercise is

very fast, as only one parameter needs to be estimated. The procedure is then three-step, with

the final step allowing the incorporation of a time-varying copula into the model. This was

done for the same moving window used above, and the resulting values of k̂0, mildly smoothed

to enhance the appearance of the graphic, are shown in the left panel of Figure 14, along
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with their corresponding approximate 95% confidence intervals based on the (also smoothed)

approximate standard error returned from the use of the Hessian-based optimization routine.

Overlaying the graphic with the max k̂i for each window (the line bounded at 30, which

was imposed during estimation of the t-GARCH model) reveals that the estimated value of k0

indeed differs from it substantially. The right panel of the figure illustrates the effect on the

density forecasts when we shrink towards k̂0, with, in the usual linear way, a shrinkage weight

of zero corresponding to use of max k̂i, and a weight of one meaning that just k̂0 is used. There

is indeed a tiny bit of improvement by its use, though we see that use of max k̂i is clearly

superior to use of just k̂0, and use of the former is nearly as good, relative to the improvement

gains from shrinkage of other parameters, as the optimal shrinkage coefficient of 0.4. As such,

we advocate just taking k0 to be max k̂i. This resolves the question posed in Section 3.3 about

the nature of k0.
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Figure 14: Left: Estimate of k0, conditional on all other model parameters, for each moving window (length

v = 500) with approximate 95% confidence intervals. Right: Similar to the panels in Figure 11, shrinking k̂0

from max(k̂i) to the estimated value shown in the left panel.

5.6 Weighted Likelihood

The weighted likelihood is a simple generalization of the usual likelihood in that each entry

composing the log-likelihood receives a weight which is possibly different than 1/T , where T

is the number of observations in the sample. Let w = (w1, . . . , wT )
′ be the weighting vector,

such that 0 ≤ wt and 1′w = 1. If the data (or their filtered residuals) are iid, then the optimal

choice is wt = 1/T , t = 1, . . . , T . When dealing with the rather non-standard properties of

asset returns, including non-linear dynamics that change through time, as well as high excess

kurtosis and possible time-varying skewness, it is virtually certain that the assumed simple

DGP is wrong. It appears far more plausible to choose a tractable parametric structure that

reasonably captures the salient features of the DGP and estimate it with more weight given

to recent observations, in an attempt to capture the possibility that parameters are changing

over time or, more generally, that the assumed DGP is just a “local approximation” to the

far more complicated true DGP. Indeed, when researchers choose a window length, usually an

arbitrary multiple of 100, an implicit decision is made to weight all the observations in the

window equally likely, and observations which came (right) before it receive zero weight. Such
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a scheme should appear rather crude and primitive, and certainly inferior to use of a smoothly

varying weighting scheme using as much past data as deemed possibly relevant to the analysis.

We choose the scheme wt ∝ (T − t+ 1)ρ−1, where the single parameter ρ dictates the shape

of the weighting function, and the actual weights are just re-normalized such that they sum

to one. Values of ρ < 1 (ρ > 1) cause more recent observations to be given relatively more

(less) weight than those values further in the past; ρ = 1 corresponds to standard maximum

likelihood estimation. This scheme was profitably used in the context of risk prediction for

financial time series in conjunction with GARCH models by Mittnik and Paolella (2000) and

Paolella and Steude (2008), where further details and references can be found. In fact, in light

of the two-step procedure for estimation, one could use a possibly different value of ρ for each

step; say ρi for step i, i = 1, 2. We investigate this now.

The likelihood for each univariate series, via the t-GARCH or t′-GARCH model in step

one of the estimation procedure, is calculated as just described, using weighted likelihood and

weighting coefficient ρ1, while in step two, the weighted correlation matrix is formed in a

natural way by taking the sample means, covariances, and correlations for assets i and j as

mi = T−1
T∑

t=1

wtri,t, vi,j = T−1
T∑

t=1

wt(ri,t −mi)(rj,t −mj), Ri,j =
vi,j√
vi,ivj,j

, (19)

with the wt calculated using weighing coefficient ρ2. It turns out that, disappointingly, and

quite contrary to density forecasting in the univariate time series case, use of weighted likelihood

for all d assets in step one has almost no effect, with the optimal choice of ρ1 being indeed

very close to one. Apparently then, the d individual series would each require its own value of

ρ1. While this is easily made operational, we do not pursue it, as it would significantly slow

down the otherwise extremely fast estimation procedure. (We also confirmed that this result is

essentially invariant to the choice of window size v, having tried values between 200 and 1,000.)

We turn now to the use of weighted likelihood in step two, for the correlation matrix. The

left panel of Figure 15 is similar to those in Figure 11, showing our usual plot for the FaK-CCC

model, and clearly illustrating the smooth gain in forecasting accuracy gained by use of (19).

The optimal value of ρ2 is close to 0.7. The right panel is similar, except having used the

unconditional FaK model instead of the FaK-CCC. A qualitatively similar shape is obtained,

except the optimal amount of shrinkage required is less than with the FaK-CCC, indicating

that, once GARCH effects are accounted for, the time-variation in the correlations are rendered

more visible (as evidenced by more recent values being of greater importance for forecasting).

Finally, from the juxtaposition of the two plots in Figure 15, we see, by comparison of the scales

of their respective y axes, that use of GARCH substantially helps in forecasting. These latter

two observations imply that the use of a generalization of the CCC model, such as DCC or

others mentioned at the end of Section 4.2, in conjunction with the FaK or AFaK distributional

framework, could lead to further improvement in forecast accuracy. This is a topic for future

research.

6 Conclusions and Outlook

Strong evidence has been provided for the need of allowing each marginal distribution to have

its own tail index when modeling the joint distribution of asset returns through time. This is
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Figure 15: Results for the normalized sum of the realized predictive log-likelihood (16) when applying weighted

likelihood to the correlation matrix via (19) as a function of weighting parameter ρ2. Left (right) panel is for

the conditional (unconditional) model.

operationalized via the FaK distribution, and its asymmetric extension, the AFaK. We find that

the most substantial contribution, with respect to out-of-sample forecasting ability, compared

to the traditional CCC-GARCH model, is obtained by replacing the normality assumption by

a fat-tailed one, followed by roughly equivalent contributions by (i) allowing each asset to have

its own tail index, and (ii) GARCH with a CCC structure.

The value of the AFaK appears to be during extremely turbulent market times, and more

data will be required to substantiate this. Estimation of the FaK-CCC model is easy and

extremely fast via the proposed two-step algorithm, and the use of the saddlepoint approxi-

mation renders the AFaK model also fast and easy to estimate. Future work could entertain a

data-driven strategy for incorporating asymmetry via the AFaK model when it is needed.

Shrinkage was shown to have a substantial impact on the forecasting accuracy, as was use

of weighted likelihood, but the latter only on the correlation matrix. As mentioned at the end

of Section 5.6, the fact that weighted likelihood applied to the conditional correlation matrix

enhances predictive power means that there is possible value in extending the FaK-CCC model

to richer multivariate GARCH dynamics. This is a subject for future work.

As the predictive distribution is (A)FaK, which is trivial and fast to simulate from, any

desired measurable function can be computed. For example, for portfolio optimization, the

mean and downside risk measure (e.g., value at risk, expected shortfall, etc.) would be required

of linear combinations of the elements of RT+1. As the FaK-CCC model was shown to provide

a far more accurate multivariate distribution of the underlying returns, we conjecture that

substantially improved portfolio construction can be carried out. This will be the substance of

future work.

A Appendix

The likelihood function of the GARCH model can, and often does, have multiple maxima.

Consider the case with a return series with known mean (say zero), and normal innovations,

so that there are just the three GARCH parameters to estimate. The use of more parameters,

such as for the mean equation, more elaborate GARCH structures, or the shape parameter(s)
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of a non-Gaussian distribution, only exacerbates the problem. This issue seems to be virtually

ignored, but it can have serious implications for applied work. An exception is Winker and

Maringer (2009), who also note this, and study the joint convergence properties of stochas-

tic (heuristic) optimization algorithms and the MLE. This unfortunate observation certainly

helps in explaining the results of Brooks et al. (2001, p. 54) in their extensive comparison of

econometric software. In particular, they find that, with respect to estimating just the simple

GARCH model, “the results produced using a default application of several of the most popular

econometrics packages differ considerably from one another”. We illustrate it with a real (and

typical) data set, and propose a solution which is simple to implement.

To illustrate, we use the 250, 500, 750 and 1,000 daily returns on AT&T Inc., starting on

December 16th, 1996, as well as two exponents (δ = 1 and δ = 2) in the GARCH model. The

solid lines in Figure 16 (with y-axis on the right of the figures) show the profile log-likelihood

(p.l.) obtained by fixing the value of c0, and based on a grid of 100 points of c0 between zero

and 1.1 times the sample variance of the series. That is, for a fixed value of c0, we compute

θ̂p.l.(c0) = argmax `(θ; r),

where θp.l. = (c1, d1) and r is the return series.

For example, in the case with T = 500 observations and δ = 1, the maximum occurs for

the fixed value of c0 (this being one of the 100 points of the grid) of 0.6338, with the estimated

values of the other model parameters obtained as ĉ1 = 0.1308 and d̂1 = 0.2174, and a log-

likelihood value of −671.0185. Using these as starting values and optimizing over the three

model parameters yields ĉ0 = 0.6345, the same value of ĉ1, d̂1 = 0.2166, and (to 7 digits) the

same log-likelihood value. The dashed line (with y-axis on the left of each figure) shows the

value ĉ1 + d̂1 corresponding to each of the 100 θ̂p.l.(c0) values. Its essential linearity for the

δ = 1 case, and piecewise linearity for the δ = 2 case is noteworthy.

Our goal is to demonstrate that multiple maxima of the likelihood exist. To show this, we

do the following. For each of the 100 values of c0 in the grid, we estimate the three GARCH

parameters, using as starting values [c0,θp.l.(c0)], and plot the resulting log-likelihood as a

circle. In each of the figures there are clearly far less than 100 circles, but not just one—each

one corresponds to a local maximum of the log-likelihood, and most of them do not lie on the

profile log-likelihood line. Thus, we see that, particularly for smaller sample sizes, there are

many local maxima, and the choice of starting value plays a substantial role in determining

to which local maximum the optimization routine will converge. It might be thought that

use of different optimization algorithms could be beneficial, but this is not the case. We used

quasi-Newton methods, the simplex method, and two types of stochastic heuristic optimization

algorithms, and all yielded qualitatively the same graphic result.

Based on this, the procedure suggests itelf: Based on a grid of c0 values, obtain the maxi-

mum of the profile likelihood, and then, using these as starting values, estimate the full model.

The finer the grid, the higher the probability of reaching the global maximum; some trials

suggest that a grid of length 10 is adequate.
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29



References

Bauwens, L., S. Laurent, and J. K. V. Rombouts (2006): Multivariate GARCH Models:
A Survey, Journal of Applied Econometrics 21(1), 79–109.

Bera, A. K. and S. Kim (2002): Testing Constancy of Correlation and Other Specifications
of the BGARCH Model with an Application to International Equity Returns, Journal of
Empirical Finance 9(2), 171–195.

Billio, M. and M. Caporin (2009): A Generalized Dynamic Conditional Correlation Model
for Portfolio Risk Evaluation, Mathematics and Computers in Simulation 79(8), 2566–2578.

Billio, M., M. Caporin, and M. Gobbo (2006): Flexible Dynamic Conditional Correlation
Multivariate GARCH Models for Asset Allocation, Applied Financial Economics Letters
2(2), 123–130.

Bollerslev, T. (1990): Modeling the Coherence in Short-Run Nominal Exchange Rates: A
Multivariate Generalized ARCH Approach, Review of Economics and Statistics 72, 498–505.

Bougerol, P. and N. Picard (1992): Stationarity of GARCH Processes and of Some Non-
Negative Time Series, Journal of Econometrics 52(1), 115–127.

Broda, S. and M. S. Paolella (2007): Saddlepoint Approximations for the Doubly Non-
central t Distribution, Computational Statistics and Data Analysis 51, 2907–2918.

Broda, S. A. and M. S. Paolella (2009): CHICAGO: A Fast and Accurate Method for
Portfolio Risk Calculation, Journal of Financial Econometrics 7(4), 412–436.

Brooks, C., S. P. Burke, and G. Persand (2001): Benchmarks and the Accuracy of
GARCH Model Estimation, International Journal of Forecasting 17(1), 45–56.

Caporale, G. M., N. Pittis, and N. Spagnolo (2003): IGARCH Models and Structural
Breaks, Applied Economics Letters 10(12), 765–768.

Caporin, M. and M. McAleer (2010): Do We Really Need Both BEKK and DCC? A Tale
of Two Multivariate GARCH Models, Available at ssrn.
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